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q(l) = log(softmax(l))
f(A) = q(A)

f(A, B) = AB

f(A) = g(A)

f(A, B) = AB
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Today

‣ Quiz	

‣ Sequence Modeling
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Why Sequence Modeling?
‣ Consider the following examples for sentiment classification:	

– How can you not see this movie?	
– You should not see this movie.
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‣ Would unigram, bigram models work?

‣ We need a model to maintain a state to capture influences among words

‣ Would feedforward neural network (deep averaging network) work?



Sequence Modeling

‣ Sequence Modeling in NLP 	

‣ Language Modeling Task	

‣ Recurrent Neural Network	

‣ Attention	

‣ Transformer
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The Structure of Language
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I ate the spaghet I ate the spaghet



The Structure of Language
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‣ Language is tree-structured!	

I ate the spaghetti with chopsticks I ate the spaghetti with meatballs

‣ Classifying words into grammatical categories (part-of-speech) can 
demonstrate that structure



Parts of Speech

8 Slide credit: Dan Klein

‣ Categorization of words into types



Sequence Modeling Problems in NLP
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‣ Parts of Speech Tagging (POS)

I    ate  the spaghetti with chopsticks I     ate  the spaghetti with meatballs
PRP VBZ  DT       NN        IN        NNS  PRP VBZ  DT       NN        IN        NNS  
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CC conjunction, coordinating and both but either or
CD numeral, cardinal mid-1890 nine-thirty 0.5 one
DT determiner a all an every no that the
EX existential there there 
FW foreign word gemeinschaft hund ich jeux
IN preposition or conjunction, subordinating among whether out on by if
JJ adjective or numeral, ordinal third ill-mannered regrettable

JJR adjective, comparative braver cheaper taller
JJS adjective, superlative bravest cheapest tallest
MD modal auxiliary can may might will would 
NN noun, common, singular or mass cabbage thermostat investment subhumanity

NNP noun, proper, singular Motown Cougar Yvette Liverpool
NNPS noun, proper, plural Americans Materials States
NNS noun, common, plural undergraduates bric-a-brac averages
POS genitive marker ' 's 
PRP pronoun, personal hers himself it we them
PRP$ pronoun, possessive her his mine my our ours their thy your 
RB adverb occasionally maddeningly adventurously

RBR adverb, comparative further gloomier heavier less-perfectly
RBS adverb, superlative best biggest nearest worst 
RP particle aboard away back by on open through
TO "to" as preposition or infinitive marker to 
UH interjection huh howdy uh whammo shucks heck
VB verb, base form ask bring fire see take

VBD verb, past tense pleaded swiped registered saw
VBG verb, present participle or gerund stirring focusing approaching erasing
VBN verb, past participle dilapidated imitated reunifed unsettled
VBP verb, present tense, not 3rd person singular twist appear comprise mold postpone
VBZ verb, present tense, 3rd person singular bases reconstructs marks uses
WDT WH-determiner that what whatever which whichever 
WP WH-pronoun that what whatever which who whom
WP$ WH-pronoun, possessive whose 
WRB Wh-adverb however whenever where why 



POS Tagging

The back door = JJ (Adjective)	

On my back = NN (Noun)	

Win the voters back = RB (Adverb)	

Promised to back the bill = VB (Verb)	
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‣ The POS tagging problem is to determine the POS tag for a particular 
instance of a word. 	

‣ Many words have more than one POS, depending on its context



Sources of Information
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‣ Knowledge of neighboring words

‣ Knowledge of word probabilities
‣ the, a, an is almost always article

‣ man is frequently noun, rarely used as a verb

Time flies like an arrow; 	
Fruit flies like a banana

‣ If we choose the most frequent tag, over 90% accuracy



What is this good for?
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‣ Preprocessing step for syntactic parsers

‣ Domain-independent disambiguation for other tasks

‣ (Very) shallow information extraction:	
‣ write regular expressions like (Det) Adj*N + over the output for 
phrases	



POS tag sets in different languages
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[Petrov et al. 2012]



Universal POS Tag Set
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‣ Universal POS tagset (~12 tags), cross-lingual model works well!

Gillick et al. 2016



Sequence Modeling Problems in NLP
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‣ Named Entity Recognition (NER):	
‣ Segment text into spans with certain properties (person, 
organization, ..)

[Germany]LOC ’s representative to the [European Union]ORG ’s veterinary committee [Werner 
Zwingman]PER said on Wednesday consumers should… 

Germany/BL ’s/O representative/O to/O the/O European/BO Union/IO ’s/O 
veterinary/O committee/O Werner/BP Zwingman/IP said/O on/O Wednesday/O 
consumers/O should/O… 

‣ Tagging each word tagging  with BIO scheme	
‣ B: token that begins a span	
‣ I: token inside the span	
‣ O: tokens outside of the span



Sequence Modeling in NLP

‣ Annotating a sequence of text tokens with a sequence of labels	

‣ Task 1: Part-of-speech Tagging	

‣ Task 2: Named entity Recognition	

‣ Next step: Modeling a sequence of text tokens 
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Sequence Modeling

‣ Sequence Modeling in NLP 	

‣ Language Modeling Task	

‣ Recurrent Neural Network	

‣ Attention	

‣ Transformer
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Language Model Task: Examples
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It is very hot during the summer in Texas.

It is very hot during the summer in London.

vs

‣ Both are valid English sentences

‣ Which sentences are more likely?

‣ Goal: Assign probabilities  to sentences  
<latexit sha1_base64="avkNIJkGLKI9Ny+Epm5Brp/bxF0=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBahXkoiUj0WvXisYNpCG8pmu2mXbjZhdyOW0N/gxYMiXv1B3vw3btIctPXBwOO9GWbm+TFnStv2t1VaW9/Y3CpvV3Z29/YPqodHHRUlklCXRDySPR8rypmgrmaa014sKQ59Trv+9Dbzu49UKhaJBz2LqRfisWABI1gbyY3rT+eVYbVmN+wcaJU4BalBgfaw+jUYRSQJqdCEY6X6jh1rL8VSM8LpvDJIFI0xmeIx7RsqcEiVl+bHztGZUUYoiKQpoVGu/p5IcajULPRNZ4j1RC17mfif1090cO2lTMSJpoIsFgUJRzpC2edoxCQlms8MwUQycysiEywx0SafLARn+eVV0rloOM1G8/6y1rop4ijDCZxCHRy4ghbcQRtcIMDgGV7hzRLWi/VufSxaS1Yxcwx/YH3+ALSCjfo=</latexit>

p(x) <latexit sha1_base64="vtUhjvouiS6k76ttA9H6+OxdfEI=">AAAB6HicbVDLTgJBEOzFF+IL9ehlIjHxRHaNQY9ELx4hkUcCGzI79MLI7OxmZtZICF/gxYPGePWTvPk3DrAHBSvppFLVne6uIBFcG9f9dnJr6xubW/ntws7u3v5B8fCoqeNUMWywWMSqHVCNgktsGG4EthOFNAoEtoLR7cxvPaLSPJb3ZpygH9GB5CFn1Fip/tQrltyyOwdZJV5GSpCh1it+dfsxSyOUhgmqdcdzE+NPqDKcCZwWuqnGhLIRHWDHUkkj1P5kfuiUnFmlT8JY2ZKGzNXfExMaaT2OAtsZUTPUy95M/M/rpCa89idcJqlByRaLwlQQE5PZ16TPFTIjxpZQpri9lbAhVZQZm03BhuAtv7xKmhdlr1Ku1C9L1ZssjjycwCmcgwdXUIU7qEEDGCA8wyu8OQ/Oi/PufCxac042cwx/4Hz+AOnLjQc=</latexit>x



Why do we care?
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‣ LLM-based chatbots, coding agents, etc.



Why do we care?
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‣ Automatic speech recognition:	
‣ Speech in, Text out

Wreck a nice beach 	
                  vs. 	
   Recognize speech

  Eye eight uh Jerry	
                  Vs. 	
        I ate a cherry



‣ Useful for a wide range of text generation tasks:	
‣ automatic speech recognition	
‣ translation	
‣ dialogue	
‣ text simplification	
‣ paraphrasing	
‣ grammatical error correction

‣ Providing a learning objective to get better representation for words

Why do we care?



The Language Modeling Task

23

‣ Setup: Assume a (finite) vocabulary of words, (infinite) set of sentences.

‣ Data: a training set of example sentences

‣ Task: estimate a probability distribution over sentences



The noisy channel model
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Acoustic model: Distributions 
over acoustic waves given a 

sentence 

Language model: Distributions 
over sequences of words 

(sentences)

‣ We want to predict a sentence given acoustics:

‣ Noisy channel approach:

<latexit sha1_base64="hy/k5x7j5Q/M0XWqfh9THV3tJuM=">AAACBnicbVC7SgNBFJ2Nrxhfq5YiDAYhWoRdkWgjBG0sI5gHJDHMTibJkNkHM3dlw7qVjb9iY6GIrd9g5984SbbQxAMXDufcO3PvcQLBFVjWt5FZWFxaXsmu5tbWNza3zO2dmvJDSVmV+sKXDYcoJrjHqsBBsEYgGXEdwerO8Grs1++ZVNz3bmEUsLZL+h7vcUpASx1zP7o7xhe4BSyCmMi+S6KkE8WVQvRAjpKOmbeK1gR4ntgpyaMUlY751er6NHSZB1QQpZq2FUBbPwycCpbkWqFiAaFD0mdNTT3iMtWOJ2ck+FArXdzzpS4P8ET9PRETV6mR6+hOl8BAzXpj8T+vGULvvB1zLwiBeXT6US8UGHw8zgR3uWQUxEgTQiXXu2I6IJJQ0MnldAj27MnzpHZStEvF0s1pvnyZxpFFe+gAFZCNzlAZXaMKqiKKHtEzekVvxpPxYrwbH9PWjJHO7KI/MD5/AL/ImLM=</latexit>

x→ = argmaxxP (x|a)

<latexit sha1_base64="MpEHsYHZBrhHsKqEc3119D/Pp/w="></latexit>

x→ = argmaxxP (x|a)

= argmaxx
P (a|x)P (x)

P (a)

→ argmaxxP (a|x)P (x)



Building Language Model
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‣ Simplest option: empirical distribution over the training sentences

p(x) =
count(x)

N
x = x1, x2, x3, . . . x|x|

‣ Goal: Assign probabilities P(x) to sentences x	
‣ Input: many observations of training sentences x	
‣ Output: system capable of computing P(x)

‣ Decompose the probability: 	

P (the cat sat on the mat) = P (the) ⇤ P (cat|the) ⇤ P (sat|the cat)

⇤P (on|the cat sat) ⇤ P (the|the cat sat on)

⇤P (mat|the cat sat on the)

P(x) = P(x1)P(x2 |x1)P(x3 |x2, x1) . . .



Markov Assumption
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<latexit sha1_base64="kMO+3h7AJ8IJmRF4YxLG00EgsU8=">AAACHXicbVDLSgMxFM3UV62vUZdugkWoUIeZUqoboejGZQX7gHYYMmmmDc08SDLSMvZH3Pgrblwo4sKN+Dem7RS09UDIyTn3cnOPGzEqpGl+a5mV1bX1jexmbmt7Z3dP3z9oiDDmmNRxyELecpEgjAakLqlkpBVxgnyXkaY7uJ74zXvCBQ2DOzmKiO2jXkA9ipFUkqOXa4WhQx+GjlWEQ6dUNAxD3Qk9s8anl3NPPQdj5cwNR8+bhjkFXCZWSvIgRc3RPzvdEMc+CSRmSIi2ZUbSThCXFDMyznViQSKEB6hH2ooGyCfCTqbbjeGJUrrQC7k6gYRT9XdHgnwhRr6rKn0k+2LRm4j/ee1Yehd2QoMoliTAs0FezKAM4SQq2KWcYMlGiiDMqforxH3EEZYq0JwKwVpceZk0SoZVMSq35Xz1Ko0jC47AMSgAC5yDKrgBNVAHGDyCZ/AK3rQn7UV71z5mpRkt7TkEf6B9/QADbJ9u</latexit>

P (xi|x1, x2, ...xi→1) = P (xi|xi→k...xi→1)

‣ Consider only the last k words as context

<latexit sha1_base64="PFzAhJlMqmPyhNWJoR3c5wCqInI="></latexit>

P (x1, x2, ...x|x|) =
∏

i

P (xi|xi→k...xi→1)



Recap: Deep Averaging Network

‣ Feedforward neural network on average of word embeddings from input

Iyyer et al. (2015)
27

https://aclanthology.org/P15-1162.pdf


Feedforward Neural Language Model

28 (Bengio et 2003): A Neural Probabilistic Language Model

P (mat|the cat sat on the) ⇡ P (mat|the)

• Input layer (context size n = 5):

x = [ethe; ecat; esat; eon; ethe] 2 Rdn
<latexit sha1_base64="aYKwScrslO2pOcQW2lnrXumNJ2I="></latexit><latexit sha1_base64="aYKwScrslO2pOcQW2lnrXumNJ2I="></latexit><latexit sha1_base64="aYKwScrslO2pOcQW2lnrXumNJ2I="></latexit><latexit sha1_base64="aYKwScrslO2pOcQW2lnrXumNJ2I="></latexit>

concatenation instead of averaging

• Hidden layer

h = tanh(Wx+ b) 2 Rh
<latexit sha1_base64="m/ig9JANtchQHMKfk0FBlvyK3rE=">AAACMnicbVDLSsNAFJ3UV62vqks3g0WoCCURQTdC0Y3uqtgHNLFMppNm6GQSZiZiCfkmN36J4EIXirj1I5y2qWjrgYFzz72Hufe4EaNSmeaLkZubX1hcyi8XVlbX1jeKm1sNGcYCkzoOWShaLpKEUU7qiipGWpEgKHAZabr982G/eUeEpCG/UYOIOAHqcepRjJSWOsVLO0DKd73ET+EptBXifnkiNVM4ofcpPPgp3HQf2pRntZtcp7fa3imWzIo5ApwlVkZKIEOtU3yyuyGOA8IVZkjKtmVGykmQUBQzkhbsWJII4T7qkbamHAVEOsno5BTuaaULvVDoxxUcqb8dCQqkHASunhxuKad7Q/G/XjtW3omTUB7FinA8/siLGVQhHOYHu1QQrNhAE4QF1btC7COBsNIpF3QI1vTJs6RxWLHMinV1VKqeZXHkwQ7YBWVggWNQBRegBuoAgwfwDN7Au/FovBofxud4NGdknm3wB8bXN2O6qts=</latexit><latexit sha1_base64="m/ig9JANtchQHMKfk0FBlvyK3rE=">AAACMnicbVDLSsNAFJ3UV62vqks3g0WoCCURQTdC0Y3uqtgHNLFMppNm6GQSZiZiCfkmN36J4EIXirj1I5y2qWjrgYFzz72Hufe4EaNSmeaLkZubX1hcyi8XVlbX1jeKm1sNGcYCkzoOWShaLpKEUU7qiipGWpEgKHAZabr982G/eUeEpCG/UYOIOAHqcepRjJSWOsVLO0DKd73ET+EptBXifnkiNVM4ofcpPPgp3HQf2pRntZtcp7fa3imWzIo5ApwlVkZKIEOtU3yyuyGOA8IVZkjKtmVGykmQUBQzkhbsWJII4T7qkbamHAVEOsno5BTuaaULvVDoxxUcqb8dCQqkHASunhxuKad7Q/G/XjtW3omTUB7FinA8/siLGVQhHOYHu1QQrNhAE4QF1btC7COBsNIpF3QI1vTJs6RxWLHMinV1VKqeZXHkwQ7YBWVggWNQBRegBuoAgwfwDN7Au/FovBofxud4NGdknm3wB8bXN2O6qts=</latexit><latexit sha1_base64="m/ig9JANtchQHMKfk0FBlvyK3rE=">AAACMnicbVDLSsNAFJ3UV62vqks3g0WoCCURQTdC0Y3uqtgHNLFMppNm6GQSZiZiCfkmN36J4EIXirj1I5y2qWjrgYFzz72Hufe4EaNSmeaLkZubX1hcyi8XVlbX1jeKm1sNGcYCkzoOWShaLpKEUU7qiipGWpEgKHAZabr982G/eUeEpCG/UYOIOAHqcepRjJSWOsVLO0DKd73ET+EptBXifnkiNVM4ofcpPPgp3HQf2pRntZtcp7fa3imWzIo5ApwlVkZKIEOtU3yyuyGOA8IVZkjKtmVGykmQUBQzkhbsWJII4T7qkbamHAVEOsno5BTuaaULvVDoxxUcqb8dCQqkHASunhxuKad7Q/G/XjtW3omTUB7FinA8/siLGVQhHOYHu1QQrNhAE4QF1btC7COBsNIpF3QI1vTJs6RxWLHMinV1VKqeZXHkwQ7YBWVggWNQBRegBuoAgwfwDN7Au/FovBofxud4NGdknm3wB8bXN2O6qts=</latexit><latexit sha1_base64="m/ig9JANtchQHMKfk0FBlvyK3rE=">AAACMnicbVDLSsNAFJ3UV62vqks3g0WoCCURQTdC0Y3uqtgHNLFMppNm6GQSZiZiCfkmN36J4EIXirj1I5y2qWjrgYFzz72Hufe4EaNSmeaLkZubX1hcyi8XVlbX1jeKm1sNGcYCkzoOWShaLpKEUU7qiipGWpEgKHAZabr982G/eUeEpCG/UYOIOAHqcepRjJSWOsVLO0DKd73ET+EptBXifnkiNVM4ofcpPPgp3HQf2pRntZtcp7fa3imWzIo5ApwlVkZKIEOtU3yyuyGOA8IVZkjKtmVGykmQUBQzkhbsWJII4T7qkbamHAVEOsno5BTuaaULvVDoxxUcqb8dCQqkHASunhxuKad7Q/G/XjtW3omTUB7FinA8/siLGVQhHOYHu1QQrNhAE4QF1btC7COBsNIpF3QI1vTJs6RxWLHMinV1VKqeZXHkwQ7YBWVggWNQBRegBuoAgwfwDN7Au/FovBofxud4NGdknm3wB8bXN2O6qts=</latexit>

• Output layer (softmax)

z = Uh 2 R|V |
<latexit sha1_base64="NbkraP766q6P/C18JJkvOTVHd/w=">AAACH3icbVDLSsNAFJ3UV62vqEs3g0VwVRIRdSMU3bisYtpCE8tkOmmHTiZhZiLUNH/ixl9x40IRcde/cdqmoK0HBs6ccy/33uPHjEplWSOjsLS8srpWXC9tbG5t75i7e3UZJQITB0csEk0fScIoJ46iipFmLAgKfUYafv967DceiZA04vdqEBMvRF1OA4qR0lLbPHNDpHp+kD5l8BLOPk42Y70MupTnhp/eZQ/psD7M2mbZqlgTwEVi56QMctTa5rfbiXASEq4wQ1K2bCtWXoqEopiRrOQmksQI91GXtDTlKCTSSyf3ZfBIKx0YREI/ruBE/d2RolDKQejryvGect4bi/95rUQFF15KeZwowvF0UJAwqCI4Dgt2qCBYsYEmCAuqd4W4hwTCSkda0iHY8ycvkvpJxbYq9u1puXqVx1EEB+AQHAMbnIMquAE14AAMnsEreAcfxovxZnwaX9PSgpH37IM/MEY/o0mj+A==</latexit><latexit sha1_base64="NbkraP766q6P/C18JJkvOTVHd/w=">AAACH3icbVDLSsNAFJ3UV62vqEs3g0VwVRIRdSMU3bisYtpCE8tkOmmHTiZhZiLUNH/ixl9x40IRcde/cdqmoK0HBs6ccy/33uPHjEplWSOjsLS8srpWXC9tbG5t75i7e3UZJQITB0csEk0fScIoJ46iipFmLAgKfUYafv967DceiZA04vdqEBMvRF1OA4qR0lLbPHNDpHp+kD5l8BLOPk42Y70MupTnhp/eZQ/psD7M2mbZqlgTwEVi56QMctTa5rfbiXASEq4wQ1K2bCtWXoqEopiRrOQmksQI91GXtDTlKCTSSyf3ZfBIKx0YREI/ruBE/d2RolDKQejryvGect4bi/95rUQFF15KeZwowvF0UJAwqCI4Dgt2qCBYsYEmCAuqd4W4hwTCSkda0iHY8ycvkvpJxbYq9u1puXqVx1EEB+AQHAMbnIMquAE14AAMnsEreAcfxovxZnwaX9PSgpH37IM/MEY/o0mj+A==</latexit><latexit sha1_base64="NbkraP766q6P/C18JJkvOTVHd/w=">AAACH3icbVDLSsNAFJ3UV62vqEs3g0VwVRIRdSMU3bisYtpCE8tkOmmHTiZhZiLUNH/ixl9x40IRcde/cdqmoK0HBs6ccy/33uPHjEplWSOjsLS8srpWXC9tbG5t75i7e3UZJQITB0csEk0fScIoJ46iipFmLAgKfUYafv967DceiZA04vdqEBMvRF1OA4qR0lLbPHNDpHp+kD5l8BLOPk42Y70MupTnhp/eZQ/psD7M2mbZqlgTwEVi56QMctTa5rfbiXASEq4wQ1K2bCtWXoqEopiRrOQmksQI91GXtDTlKCTSSyf3ZfBIKx0YREI/ruBE/d2RolDKQejryvGect4bi/95rUQFF15KeZwowvF0UJAwqCI4Dgt2qCBYsYEmCAuqd4W4hwTCSkda0iHY8ycvkvpJxbYq9u1puXqVx1EEB+AQHAMbnIMquAE14AAMnsEreAcfxovxZnwaX9PSgpH37IM/MEY/o0mj+A==</latexit><latexit sha1_base64="NbkraP766q6P/C18JJkvOTVHd/w=">AAACH3icbVDLSsNAFJ3UV62vqEs3g0VwVRIRdSMU3bisYtpCE8tkOmmHTiZhZiLUNH/ixl9x40IRcde/cdqmoK0HBs6ccy/33uPHjEplWSOjsLS8srpWXC9tbG5t75i7e3UZJQITB0csEk0fScIoJ46iipFmLAgKfUYafv967DceiZA04vdqEBMvRF1OA4qR0lLbPHNDpHp+kD5l8BLOPk42Y70MupTnhp/eZQ/psD7M2mbZqlgTwEVi56QMctTa5rfbiXASEq4wQ1K2bCtWXoqEopiRrOQmksQI91GXtDTlKCTSSyf3ZfBIKx0YREI/ruBE/d2RolDKQejryvGect4bi/95rUQFF15KeZwowvF0UJAwqCI4Dgt2qCBYsYEmCAuqd4W4hwTCSkda0iHY8ycvkvpJxbYq9u1puXqVx1EEB+AQHAMbnIMquAE14AAMnsEreAcfxovxZnwaX9PSgpH37IM/MEY/o0mj+A==</latexit>

P (w = i | context) = softmaxi(z)
<latexit sha1_base64="PfRVpY8ZLMPvgyPpDypIa8e+c9w=">AAACHXicbVC7SgNBFJ31GeMramkzGITYhF0JaCMEbSwjmETIhjA7mdXBeSwzdzVxyY/Y+Cs2FopY2Ih/42ySwteBYQ7n3Mu990SJ4BZ8/9ObmZ2bX1gsLBWXV1bX1ksbmy2rU0NZk2qhzUVELBNcsSZwEOwiMYzISLB2dH2S++0bZizX6hyGCetKcql4zCkBJ/VKtUblFh9hjkPJ+zgENoCMapX/oz1nWB2DJIMer4SSwFUUZ3ejvV6p7Ff9MfBfEkxJGU3R6JXew76mqWQKqCDWdgI/gW5GDHAq2KgYppYlhF6TS9ZxVBHJbDcbXzfCu07p41gb9xTgsfq9IyPS2qGMXGW+ov3t5eJ/XieF+LCbcZWkwBSdDIpTgUHjPCrc54ZREENHCDXc7YrpFTGEggu06EIIfp/8l7T2q4FfDc5q5frxNI4C2kY7qIICdIDq6BQ1UBNRdI8e0TN68R68J+/Ve5uUznjTni30A97HF1PioX0=</latexit><latexit sha1_base64="PfRVpY8ZLMPvgyPpDypIa8e+c9w=">AAACHXicbVC7SgNBFJ31GeMramkzGITYhF0JaCMEbSwjmETIhjA7mdXBeSwzdzVxyY/Y+Cs2FopY2Ih/42ySwteBYQ7n3Mu990SJ4BZ8/9ObmZ2bX1gsLBWXV1bX1ksbmy2rU0NZk2qhzUVELBNcsSZwEOwiMYzISLB2dH2S++0bZizX6hyGCetKcql4zCkBJ/VKtUblFh9hjkPJ+zgENoCMapX/oz1nWB2DJIMer4SSwFUUZ3ejvV6p7Ff9MfBfEkxJGU3R6JXew76mqWQKqCDWdgI/gW5GDHAq2KgYppYlhF6TS9ZxVBHJbDcbXzfCu07p41gb9xTgsfq9IyPS2qGMXGW+ov3t5eJ/XieF+LCbcZWkwBSdDIpTgUHjPCrc54ZREENHCDXc7YrpFTGEggu06EIIfp/8l7T2q4FfDc5q5frxNI4C2kY7qIICdIDq6BQ1UBNRdI8e0TN68R68J+/Ve5uUznjTni30A97HF1PioX0=</latexit><latexit sha1_base64="PfRVpY8ZLMPvgyPpDypIa8e+c9w=">AAACHXicbVC7SgNBFJ31GeMramkzGITYhF0JaCMEbSwjmETIhjA7mdXBeSwzdzVxyY/Y+Cs2FopY2Ih/42ySwteBYQ7n3Mu990SJ4BZ8/9ObmZ2bX1gsLBWXV1bX1ksbmy2rU0NZk2qhzUVELBNcsSZwEOwiMYzISLB2dH2S++0bZizX6hyGCetKcql4zCkBJ/VKtUblFh9hjkPJ+zgENoCMapX/oz1nWB2DJIMer4SSwFUUZ3ejvV6p7Ff9MfBfEkxJGU3R6JXew76mqWQKqCDWdgI/gW5GDHAq2KgYppYlhF6TS9ZxVBHJbDcbXzfCu07p41gb9xTgsfq9IyPS2qGMXGW+ov3t5eJ/XieF+LCbcZWkwBSdDIpTgUHjPCrc54ZREENHCDXc7YrpFTGEggu06EIIfp/8l7T2q4FfDc5q5frxNI4C2kY7qIICdIDq6BQ1UBNRdI8e0TN68R68J+/Ve5uUznjTni30A97HF1PioX0=</latexit><latexit sha1_base64="PfRVpY8ZLMPvgyPpDypIa8e+c9w=">AAACHXicbVC7SgNBFJ31GeMramkzGITYhF0JaCMEbSwjmETIhjA7mdXBeSwzdzVxyY/Y+Cs2FopY2Ih/42ySwteBYQ7n3Mu990SJ4BZ8/9ObmZ2bX1gsLBWXV1bX1ksbmy2rU0NZk2qhzUVELBNcsSZwEOwiMYzISLB2dH2S++0bZizX6hyGCetKcql4zCkBJ/VKtUblFh9hjkPJ+zgENoCMapX/oz1nWB2DJIMer4SSwFUUZ3ejvV6p7Ff9MfBfEkxJGU3R6JXew76mqWQKqCDWdgI/gW5GDHAq2KgYppYlhF6TS9ZxVBHJbDcbXzfCu07p41gb9xTgsfq9IyPS2qGMXGW+ov3t5eJ/XieF+LCbcZWkwBSdDIpTgUHjPCrc54ZREENHCDXc7YrpFTGEggu06EIIfp/8l7T2q4FfDc5q5frxNI4C2kY7qIICdIDq6BQ1UBNRdI8e0TN68R68J+/Ve5uUznjTni30A97HF1PioX0=</latexit>



Exercise: 
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1. What are the advantages of doing language modeling with a DAN?	

2. What are the disadvantages?	

3. What are the advantages of doing language modeling with a position-sensitive feedforward 
network?	

4. What are the disadvantages?	



Today

‣ Sequence Modeling in NLP 	

‣ Language Modeling Task	

‣ Recurrent Neural Network	

‣ Attention	

‣ Transformer

30



Why Sequence Modeling?
‣ Consider the following examples for sentiment classification:	

– How can you not see this movie?	
– You should not see this movie.

31

‣ Would unigram, bigram models work?

‣ We need a model to maintain a state to capture influences among words

‣ Would feedforward neural network (deep averaging network) work?



Classic Method: Finite State Machines
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‣ Simple way of representing state in a 
sequential data	

‣ Current state: saves necessary past 
information

Email address parsing Language Model

Noun

Noun Verb

Noun

Noun

S =

•  – states	
•  – vocabulary 	
•  – start state 	
•  – transition function

𝑆
Σ
𝑠0 ∈ 𝑆
𝑅:𝑆  × Σ → 𝑆



Recurrent Neural Networks (RNN)
‣ Neural network model, but now with states!	

‣ Handle variable length inputs

33

hs−1 hs

Recursive Representation
Unrolled Representation

h0 h5

h1 h2 h3 h4



RNNs
‣ Maps from dense input sequence to dense 

hidden state representation sequence
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𝒙1, …, 𝒙𝑛 → h1, …, h𝑛

‣ For all ,	

‣  

𝑖 ∈ {1,…, 𝑛}
h𝑖 = 𝑅(h𝑖−1, 𝒙𝑖)

‣ R is parameterized, where the parameters are shared across all steps.

h4 = 𝑅(h3, 𝒙4) = … = 𝑅(𝑅(𝑅(𝑅(h0, 𝒙1), 𝒙2), 𝒙3), 𝒙4)

•  - hidden state space 	

•  - input state space 	

•  - initial state vector 	

•  - transition 
function

𝑆 =  ℝ𝑑h𝑖𝑑 (h1, h2 . . . )
Σ = ℝ𝑑𝑖𝑛 (x1, x2 . . . . )
𝒔0 ∈ 𝑆 (h0)
𝑅 :ℝ𝑑𝑖𝑛 × ℝ𝑑h𝑖𝑑 → ℝ𝑑h𝑖𝑑

‣ Simple definition of R: R(hi−1, xi) = g(Whi−1 + Uxi + b)

: nonlinearity (e.g. tanh)g



RNNs
‣ Hidden states  can be used in different wayshi
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Language modeling Sequence tagging

The movie sucks .

👎

Text classification

‣ Output function maps hidden state vectors to symbols:      	
                       𝑂:ℝ𝑑h𝑖𝑑 → ℝ𝑑𝑜𝑢𝑡

‣ For example: single layer + softmax	
            <latexit sha1_base64="i1MWNfNqlKQqzoBhnhjQfEW8pFA=">AAACCHicbVBNS8NAEN3Ur1q/qh49GCxCi1ASkepFKHrxZgX7AW0Im+2mXbrJht2JtIQevfhXvHhQxKs/wZv/xm2bg7Y+GHi8N8PMPC/iTIFlfRuZpeWV1bXsem5jc2t7J7+711AiloTWieBCtjysKGchrQMDTluRpDjwOG16g+uJ33ygUjER3sMook6AeyHzGcGgJTd/eFvsu6x02QE6hEQJHwI8HE+0xonnipKbL1hlawpzkdgpKaAUNTf/1ekKEgc0BMKxUm3bisBJsARGOB3nOrGiESYD3KNtTUMcUOUk00fG5rFWuqYvpK4QzKn6eyLBgVKjwNOdAYa+mvcm4n9eOwb/wklYGMVAQzJb5MfcBGFOUjG7TFICfKQJJpLpW03SxxIT0NnldAj2/MuLpHFativlyt1ZoXqVxpFFB+gIFZGNzlEV3aAaqiOCHtEzekVvxpPxYrwbH7PWjJHO7KM/MD5/AOOBmUY=</latexit>

O(hi) = softmax(hiV + bo)



Output functions can be
‣ Transducer: make some prediction for each element in a sequence

Language modeling Sequence tagging

‣ Acceptor/encoder: encode a sequence into a fixed-sized vector and use 
that for some purpose

The movie sucks .

👎

Text classification



Recurrent Neural Language Model
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= P(x1 ∣ h0) × P(x2 ∣ h1) × P(x3 ∣ h2) × … × P(xn ∣ hn−1)

P(x1, x2, …, xn) = P(x1) × P(x2 ∣ x1) × P(w3 ∣ x1, x2) × … × P(xn ∣ x1, x2, …, xn−1)

‣ Ingredients: a corpus of sequences of words ( )x1, x2, x3 . . . . xn

‣ Loss function: Cross entropy-loss 
‣ Predicted probability 
distribution, , and 
true next word 

p(xt |ht−1)
xt

‣ You compute this loss over 
the entire training set
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RNNs

R(hi−1, xi) = g(Whi−1 + Uxi + b)

O(hi) = softmax(hiV + bo)
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Training RNNs: Transducers

R(hi−1, xi) = g(Whi−1 + Uxi + b)

O(hi) = softmax(hiV + bo)



What do RNNs produce?

‣ Encoding of each word — can pass this to another layer to make a 
prediction (can also pool these to get a different sentence encoding)

=

‣ Encoding of the sentence — can pass this a decoder or make a 
classification decision about the sentence

the  movie  was   great

‣ RNN can be viewed as a transformation of a sequence of vectors into a 
sequence of context-dependent vectors
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Andrej Karpathy “The Unreasonable Effectiveness of Recurrent Neural Networks”

Obama speeches Latex generation

RNN can generate text!



Seq2Seq Model w/ RNN
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‣ Input: a sequence of tokens

‣ Output: a sequence of tokens (of arbitrary length)

the  movie  was   great

le      film   était   bon [STOP]



Text generation can embrace many tasks
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‣ Conditional generation problem — given an input, generate an output as a 
text sequence



the  movie  was   great

le     

<s>

‣ Encoder: a RNN encoding a sequence of tokens, produces a vector.

Encoder

…

film     

le

‣ Decoder: separate RNN module (different parameters). 	
‣ Takes two inputs: hidden state and previous token. 	
‣ Outputs token and a new hidden state.

Decoder Decoder

Seq2Seq Model w/ RNN



Training

‣ Objective: maximize

the  movie  was   great <s> le      film   était   bon

le

‣ One loss term for each target-sentence word, feed the correct word 
regardless of model’s prediction (called “teacher forcing”)

[STOP]était

X

(x,y)

nX

i=1

logP (y⇤i |x, y⇤1 , . . . , y⇤i�1)

‣ Encoder and decoder parameters trained together! “End-to-End” training



Training: Scheduled Sampling

‣ Starting with p = 1 (teacher forcing) and decaying it works best

‣ Scheduled sampling: with probability p, take the gold as input, else take 
the model’s prediction

the  movie  was   great

la      film   étais   bon [STOP]

le film était

‣ Model needs to do the right thing even with its own predictions

Bengio et al. (2015)

sample


