DS-GA 1011: Fundamentals of Natural Language Processing

Lecture 6: Pre-training

NYU



Intro to Pre-training and Prompting

Data Scaling Laws Administrative details
Model Scaling Laws and recap

Chinchilla: Data x Model

Putting it together



Announcements

Assignment 2 due
Assignment 3 released

No class next week (“legislative Monday”)

Midterm October 28



Intro to Pre-training and Prompting

Data Scaling Laws Intro to Pretraining and
Model Scaling Laws Prom ptl ng

Chinchilla: Data x Model

Putting it together



Recap: Transformer LMs

word probs

1 P(w|context) = softmax(Wh,)

|  saw the dog

We're going to train LLMs on a ton of web data to do this next word
prediction task.

Why are such Transformers useful for us? What can they do?



Pre-LLMs: Fine-tuning

> Flne_tunlng: thlS |S the sea otter => loutre de mer example #1
“normal way” of doing
learning in ML

peppermint => menthe poivrée example #2
> Requires computing the
gradient and applying a
parameter update on
every example o e L T S p——~y
cheese => prompt

Brown et al. (2020)



Prompting

> GPT-3 proposed an alternative: in-context learning.
Key idea: a strong LLM should be able to complete the following pattern
correctly. What's the most likely next token? The French translation of cheese

Translate English to French: task description
sea otter => loutre de mer examples
peppermint => menthe poivree

plush girafe => girafe peluche

cheese => prompt

Brown et al. (2020)



Prompting in general

> Prompting is giving an LLM a detailed instruction to perform a task. This
could be a long instruction in natural language, in-context examples, or a
combination.

> If a language model is very good, the most likely continuation of the
prompt should be the answer that we want*

*This is not really true. Models are extensively post-trained via
supervised fine-tuning and reinforcement learning to answer
questions and do tasks we care about

> Today: focus on how we get models that are large enough and trained
enough to do this effectively. This involves big models and big data.



Prompting Best Practices

>~ Be specific: instructions should be clear, ICL examples should articulate edge
cases

>~ Be specific: instructions should be clear, ICL examples should articulate edge
cases

> Practices are constantly changing. We are not going to teach a course on
prompting. Models are constantly trained to be more helpful, so tricks like
saying “you are an expert mathematician” become less necessary over time.



Intro to Pre-training and Prompting

Data Scaling Laws

Model Scaling Laws Data Scaling Laws

Chinchilla: Data x Model

Putting it together

Slide credit: Tatsu Hashimoto
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Data Scaling Laws

First, an empirical observation

Loss and dataset size is linear on a log-log plot
4.2

— | = (D/5.4 . 1013)—0.095

3.9
(Vp)
(Vp)
O 3.6 “Scale-free” or
£ 33 “Power law”
At
3.0
2.7 1 I —
108 10°
Dataset Size
tokens

(For language modeling, from Kaplan+ 2020)
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Foundations

p
Q: Why do scaling laws show up? |

We know error should be monotone —p

Generalization Error (Log-scale)

But why isit a power law/ linearin log-log?
Training Data Set Size (Log-scale)

A (?): Estimation error naturally decays polynomially. |

But this answer may take a moment to understand. Let’s work through an example.

Example: If our task is to estimate the mean of a dataset, what’s the scaling law?
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Example: Mean Estimation

/

Input: x; ..x,, ~ N(u,c%)
2i Xi

Task: estimate the average as ji =

n

What’s the error?



14

Example: Mean Estimation

/
Input: x; ..x,, ~ N(u,c%)

2 Xi

n

Task: estimate the average as ji =

What’s the error? By the Central Limit Theorem:

0-2

E[(A — ] =—

n

Thisis a ‘scaling law’
log(Error) = —logn + 2logo

More generally, any polynomial rate 1/n% is a scaling law



Scaling Laws in Practice

Fact: Similar arguments show most ‘classical’ models (regression, etc) have% scaling

This means we shouldseey = —x + C
What do we find in neural scaling laws?

- Token Error Rate
il Token Error Rate Trend alld N DS2 4.2 13\—0.095
N Attention — = (D/5.4 . 10 ) ’
__0.65 B 0.61 1 “S. ~ == DS2 Trend 3.9
v - \\ 2 ®
5 © - == Attention Trend
3 0.60 ? 0.48
> g(m) = 3.87 m?13 g 3.6 1
= 0.55 = 0.37 '
wv & .
v
S 3 Sue_g(m) = 1.36 m?%°
= 0.50 € 0.29 ™ 3.3
@ % '
£ 0.46 5 0.23
£ ,
< 0.42 . g(m) = 0.95 m?%° 3.0
3 5 0.18 A1
E
C
0.39 Z 0.14 4 RS
0.36 - 2314 TS 2.7 r e ap
T T T T T T T T T ' e 10 10‘
219 220 221 222 223 224 225 226 227 . : : . : : | | .
Training Data Set Size, Number of Tokens (Log-scale) 8 16 32 64 128 256 512 1024 2048 1
Training Data Set Size, Hours of Audio (Log-scale) Dataset Slze

tokens
Machine translation Speech Language modeling

Very different from predictions.. Why might this be?
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Function Approximation

Neural nets can approximate arbitrary functions. Lets turn that into an example.

/

Input: x; ... x,, uniform in 2D unit box. y; = f(x;) + N(0,1)
Task: estimate f(x) by averaging over samples in the box

1

Approach: cut up the 2D space into boxes with length n +

\ )

What’s our estimation error?

Informally, we have \/n boxes, each box gets \/n samples.

1
Error = - (other smoothness terms)

Vn

(essentially the error of the mean estimate in the box)




Function Approximation

Neural nets can approximate arbitrary functions. Lets turn that into an example.

/

Input: x; ... x,, uniform in 2D unit box. y; = f(x;) + N(0,1)
Task: estimate f(x) by averaging over samples in the box

1

Approach: cut up the 2D space into boxes with length n «

N

17

What’s our estimation error?
Informally, we have \/n boxes, each box gets \/n samples.

1
Error = - (other smoothness terms)
Vn
(essentially the error of the mean estimate in the box)
In d-dimensions, this becomes Error = n~1/4 - This means scalingis y = —(—tx + C

Takeaway: flexible ‘nonparametric’ learning has dimension dependent scaling laws.
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Intrinsic Dimensionality

Some have made the following argument (Bahri 2021)

1. Scaling laws arise due to polynomial rates of learningn—la

2. Some argue the slope «a is closely connected to the intrinsic dimensionality of the data.

25 =
--=- 4/ap -
2/ap

20 - ®

151

4/0[3

10 -

2 4 6 8 10 12 14 16 18 20 22 24 26
Dimension

® Teacher-Student ® CIFAR-100 FashionMNIST
® CIFAR-10 SVHN MNIST

But estimators of intrinsic dimension are sketchy, and this is not airtight..
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Intrinsic Dimensionality

Data scaling thus far: how does dataset size relate to performance?
Related question: how does dataset composition affect performance

% Picking optimal data mixture using small scale models
(we'll revisit this later)

% Deciding whether to repeat data or not

% Combing the two and balancing quality with repetition rate



Repeating Data

In practice, we have finite data - how does repeating examples affect scaling?

Final test loss

3.4

3.2

3.0

2.81

2.61

2.4

2.2

2.0

Return on compute when repeating

O
O
@)
O
One
o
|
o |
(0

éOOo

: ;

I

I

I

I

I
Up to = 4 epochs : Rapidly diminishing
repeating is almost 1 returns for
as good as new data 1 more repetitions

128 488  120B 480B  1.2T
(1) (4) (10) (40) (100)
Tokens
(Epochs)

e * Models trained

Loss assuming repeated data is worth the same as new data
Loss predicted by our data-constrained scaling laws

Muenninghoff et al. (2023)
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Allocating compute when repeating

.67B

.34B 1

Parameters
(@) 0

1044 FLOPs

- == Regime of same compute (IsoFLOP)
- Efficient frontier assuming repeated data is worth the same as new data
mmme  Efficient frontier predicted by our data-constrained scaling laws

178B 242B
(7.1) (9.7)

Tokens
(Epochs)

D’ = Effective data
Ud = Unique tokens
Rd* = Constant

Rd = Repetition
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Data Scaling Laws

g

Remarkably linear relationship between log-data size and log-error

Holds across domains and models

Theory understanding: similar to generalization bounds: mean estimation example

Applications: data collection / curation
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Data Scaling Laws

Model Scaling Laws Model Scaling Laws

Chinchilla: Data x Model

Putting it together

Slide credit: Tatsu Hashimoto
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Model Scaling Laws

/Our motivation: how can we efficiently design huge LMs?

e LSTMsvs Transformers

e Adamvs SGD
\_

/How should we allocate our limited resources?
* Train models longer vs train bigger models?

\- Collect more data vs get more GPUs?

Scaling laws provide a simple procedure to answer these.

s Consider: 1. Architecture; 2. Optimizer; 3. Aspect ratio/depth; 4. Batch size
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Architecture

/

Q: Are transformers better than LSTMs?

Brute force way: spend tens of millions to train a LSTM GPT-3

Scaling law way:

Test Loss 5.4

4.8

4.2

3.6 1

3.01

2.4

LSTMs

1 Layer

2 Layers

Transformers 4 Layers

105 108 107 108 109

Parameters (non-embedding)

[Kaplan+2021]
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What about ADAM vs SGD?

Optimizer

1.59

1.47 -

1.36 -

1.26 -

1.17 -

1.08 -

1.00 -

Minimum Validation Loss (Log-scale)

0.93 -

0.86 -

- Depth-10 RHNs, SGD

= Depth-10 RHNs, Adam

- == Depth-10 RHNs, SGD Trend
- == Depth-10 RHNs, Adam Trend

1
219

Training Data Set Size, Number of Chars (Log-scale)

[Hestness+ 2017]

(Note, this isin 2017, so pre-transformers. RHN is recurrent highway nets)
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Depth/Width

Does depth or width make a huge difference?

'7 .
6 .
5 .
&
S 4
- —e— 1 Layer e N
[2 —e— 2 Layers \\\,\
31 —e— 3 Layers \
6 Layers
> 0 Layers

10° 104 10° 10° 107 10° 10°

Parameters (non-embedding)
Kaplan et al. (2020)

* 1vs2layers makes a huge difference.
 More layers have diminishing returns below 107 params



Depth/Width

We’ve been thinking about ‘parameters’ but not all parameters are equal

71 7

O 6 1

O 5
% 0 %
§af — OlLaver Sa
- —e— | Layer - —e— | Lavyer
- —e— 2 Layers = —e— 2 Layers

3| —e— 3 Layers 3| —e— 3 Layers 2,

« 6 Layers < - 6 Layers ’
> 6 Layers > 6 Layers
10° 10’ 10° 10 10° 104 10° 10° 10’ 10° 10
Parameters (with embedding) Parameters (non-embedding)
Embedding layer parameters don’t behave the same! Kaplan et al. (2020)

Related: recent papers on scaling laws for mixtures of experts.
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Depth/Width

Do hyperparameters like the aspect ratio depend on scale?

10%

~— Npead =8

. dmodel/Nhead = 64

Qo
o
o

»
=~

C )

—e— 50M Params
274M Params
—+— 1.5B Params

A wide range of architectures

—o— dmodel = 256
dmodel = 512

()
7 y
1) ,
2 bl /
O / achieve similar performance N
£ 4% / , I 22 % additional compute
@ ' compensates for 1% loss increase
0% R N4 — —
109 ' 10! 100 102 A ' 102

Feed-Forward Ratio (di / dmodel)

50M Parameters

Aspect Ratio (dmodel / Niayer)

Attention Head Dimension (dmodel / Nhead)

25M Parameters

Figure 5 Performance depends very mildly on model shape when the total number of non-embedding
parameters [V 1s held fixed. The loss varies only a few percent over a wide range of shapes. Small differences
in parameter counts are compensated for by using the fit to L( V) as a baseline. Aspect ratio in particular can
vary by a factor of 40 while only slightly impacting performance; an (njayer; @model) = (6,4288) reaches a

loss within 3% of the (48, 1600) model used in [RWC

19].

Kaplan et al. (2020)



Batch Size

¥ Smaller batch

W Larger batch 100 -

Predicted Training Speed

.
v Ineffective
\ ) .
55 10! E Scalmg
\? Perfect
scaling
1()_2 r—T=T"TTTTT T TTTTTTTT r—TT-TTTTT]|
102 101 10 10* 102

Batch Size / Noise Scale (B/B)

Batch size - known to have strong diminishing returns past a certain point.

Critical batch = min number of examples for target loss / min number of steps for target loss
30
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Batch Size

Critical Batch Size vs. Performance

o

-
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Lll

o
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1 leLll

Critical Batch Size (Tokens)

e *** 3" —e— Empirical Bqit, N=3M
o Empirical Bqit, N=85M

o
O
o8

The smaller the loss target,
The bigger the batch

| IR0 sy ---- Berit=2.1 x 10° tokens - L=48
.,

‘ . Noise Scale Measurement
101 6 x 10° 4x10° 3x10°

WebText2 Train L.oss

C

Cmin(C) = 1 + B/Bgit (L)

Kaplan et al. (2020)

(minimum compute, at B < B.;it)



Batch Size

Q: as weincrease both compute and model size, how should we scale training?
* Huge batches, same number of steps
* Fixed batches, more steps

—o— S.in (adjusted)
150004 —--- Smin = (5.4-103) - Cr%icr)\a‘
S (fixed-batch)

2.10000 -
D
N
5000 - i
V 107 10-° 10-3 10~
Compute (PF-days), excluding embeddings Kaplan et al. (2020)

Good news for data parallel processing (?)



Scaling: Downstream Eval

Thus far: scaling is predictable and depends mainly on parameters
Catch: downstream scaling can often be much less predictable

-1.35
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NL12: NL32-XL
-1.40 -~ 79 -
NL6-XXXL

%‘-1.45 787 XL vNL12-
D NL12-XXL >
g XL ‘;" 77
a. " NL8-XRIL32-XL O
i Q 76 OLard¥.32-LG

-1.55 =
qz) O NL36 NL8-XXL
© NL32-LG © ¢ | NL6-XXXL
Q S NL8-XL
Q - -

-1.60 - y = ) NL24
Z OLarJ\éL8 XL

74
_VNL36
-1.65- “'NL32 NLE-XXL
73 2
NL24 wNL32
-1.70 : . _ , _
2.7e+8 5.4e+8 1.1e+9 2.1e+9 4.3e+9 8.6e+9 1.7e+10 72 : ! : ! ! .
Params 2.7e+8 5.4e+8 1.1e49 2.1e+9 4.3e+9 8.6e+9 1.7e+10

33

Params

Tay et al 2023



Scaling: Downstream Eval

K The effect of hyperparameters on big LMs can be predicted before training! \

- Optimizer choice
- Model depth
- Architecture choice

NS /

The scaling law based design procedure.
1. Train a few smaller models

2. Establish a scaling law (e.g. ADAM vs SGD scaling law)
3. Select optimal hyperparam based on the scaling law prediction.



Intro to Pre-training and Prompting

Data Scaling Laws

Model Scaling Laws Chinchilla: Data x Model

Chinchilla: Data x Model

Putting it together

Slide credit: Tatsu Hashimoto
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Model x Data Scaling

Joint data-model scaling laws describe how the two relate

From Rosenfeld+ 2020, \ f0.80

Error =n"%4+m P +C T — pe

From Kaplan+ 2020
Error = [m™% + n~1]F

Provides surprisingly good fits to model-data joint error.

(a) Wiki103 error (cross entropy) landscape.

36



Model x Data Scaling

From Rosenfeld - fit scaling exponents on small data, small models. Predict rest.

EOJOXeoX X X X 1.01 o fit 7.0 1 fit
e extrapolated 6.5 - e extrapolated

s 210000000 08 H:-4.5% T | @0.5%
E S 0:4.681% 6.0 - 0:1.689%
= O a
N -4190000000 k!
(@) — _ = 5.54
—= a 0.6 o
- O '’
s 610000000 = B 5.0
O 9 I
© © 0.4 - &
= 810000000 E .54-5
3 d Y 4.0-
E-10 0000000 0.2 -

3.5

model fraction 1/16 model fraction 1/16
- 2190000000 0.0 - data fraction 1/8 30 - data fraction 1/8
—6—-5—-4-3-2-10 0.0 0.2 0.4 0.6 0.8 1.0 3 4 5 6 7
data fraction: log2(n/N) measured topl error measured test loss
(a) Illustration. (b) Extrapolation on ImageNet (c) Extrapolation on WikiText-103.

Trading off data size and model size: optimize n~%+m™F + C with your costs.



Compute Tradeoffs

Q: what about other resources? Compute vs performance?

For a fixed compute budget...
Big model that’s undertrained vs small model that’s well trained?

1

Performance vs Compute Budget

8 10
¥ & 0
6 g . : - 0 10"
.~ il (R 10~
A .. p - / = 9
% < a ' : 7y a LU
iy | I —_
Q 1072 5, = 3
— © O 8 £
o 2] © S 10" s
4 v 10— = S a
- \“ 2 A N 107
3 5 104 Y
2
6
1075 ~ w
L=2.57-C~0048
- y L 5
. 10° 10° 10° 'Kaplan+2021] LT BT LR BT BT [Brown+2020]
P Compute (PetaFLOP/s-days)

Parameters (non-embedding)

Scaling laws let us navigate this tradeoff
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Compute Tradeofts

Rosenfeld, Kaplan both predict relationship of data, model and perf.

Chinchilla [Hoffman et al] argue these fits are quite off.

1T /’
~— Approach 1
e ~—— Approach 2
W — Approach 3
O 108 ---. Kaplan et al (2020) .
g > train on more data
© Y Chinchilla (70B)
- Y Gopher (280B) "
a 1.0B
¥ coener 2399 with a smaller model
Y Megatron-Turing NLG (5308B)
100M
/,,
10'\]{‘017, 1019 1021 1023 1025
FLOPs

Hoffman+ 2022



Compute Tradeofts

Approach Coeff. a where N,,, o« C* Coeff. b where D, « C°
1. Minimum over training curves 0.50 (0.488,0.502) 0.50 (0.501,0.512)
2. IsoFLOP profiles 0.49 (0.462,0.534) 0.51 (0.483,0.529)
3. Parametric modelling of the loss 0.46 (0.454,0.455) 0.54 (0.542,0.543)
Kaplan et al. (2020) 0.73 0.27

The chinchilla authors suggest 3 ways of fitting scaling laws - we’ll go over each.
They mostly (minus method 3) suggest similar constants. More on this later..

40
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Method 1: Minimum over Runs

Similar to the FLOPS figure on Kaplan -
the minimum over the union of all training curves is a power law.

-10B 17 1.57
1012

-2.5B 100B &8

7 v : 1011 "!’l
-~ 2 - o7’
@) ) ].OB --'/ °
23 oo | § L g ot
= -250M O X O “,;s
© © 10+ .
= & 1.0B v/ 4?*'ﬂ"'
75M o & .
77 L
1OOM ’}’ v 109 /,’,
& B L
1017 1018 1019 1020 1021 1022 1017 1019 1021 1023 1025 1017 1019 1021 1023 1025
FLOPS FLOPs FLOPs

Figure 2 | Training curve envelope. On the left we show all of our different runs. We launched a
range of model sizes going from 70M to 10B, each for four different cosine cycle lengths. From these
curves, we extracted the envelope of minimal loss per FLOP, and we used these points to estimate the
optimal model size (center) for a given compute budget and the optimal number of training tokens
(right). In green, we show projections of optimal model size and training token count based on the
number of FLOPs used to train Gopher (5.76 x 10%3).
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Method 2: IsoFLOPs

Pick a range of FLOP budgets, vary the total parameter count, take the min over these
convex shapes. The minima form a power law.

10T

3.2 1T
1.4T
3.0 1T
100B 435
"
n 2.8 6e18 » / e
3 lel9 Jo-ege 111 [ » 100B e
(@) ‘\‘~\ /’, ’ v 108 qc) ..
26 —o 3e19 . Swes?® - £ S ¢
< ®- 6e19 W S e ’ ® |S ’
© € \ ( © ® 10B 9
= —o— 1e20 ‘ % 1B e o®
2.4 e
—o— 3e20 °
—— 6e20 M/ o 1B
2.2 _g¢ 1e21 100M
—@— 3e2l
2.0 100M
100M 300M 1B 3B 6B 30B 1017 1019 1041 1023 1023 1017 101° 1041 1023 1023
Parameters FLOPs FLOPs

Figure 3 | IsoFLOP curves. For various model sizes, we choose the number of training tokens such
that the final FLOPs is a constant. The cosine cycle length is set to match the target FLOP count. We
find a clear valley in loss, meaning that for a given FLOP budget there is an optimal model to train
(left). Using the location of these valleys, we project optimal model size and number of tokens for
larger models (center and right). In green, we show the estimated number of parameters and tokens
for an optimal model trained with the compute budget of Gopher.



Method 3: Joint Fits

Run a bunch of models on the size-data grid. Use least squares to fit ajoint scaling law

IsoLoss contours ISOFLOPs slices
1008B ) 5.00
o
40B F=====r : / A . - |
'/ I ,/
| : ,
/ / : 4.00- " gy ’ Tralnézl;();;s
10B . : o |07 | LATLe
7/ I [—— e
[0 | 8 3.00 J K e00as®®™ 47 ris" 1 40 - let20
S | ' — NS & //:,’ A - 3e+20
= i , 1 ¢7s7 === 6e+20
— [ - le+21
l - 3e+21
—— Efficient frontier = - Gopher
100M L @ Empirical data - ool | TS~
« IsoFLOPsslice = = ®H| @ @ TTmmeeea—
= 1 1* ‘#-
1I0** 19 102 10 107 1023 Gopher 100M 1B 10B 40B
budget .
Training FLOPs Model size

Figure 4 | Parametric fit. We fit a parametric modelling of the loss L (N, D) and display contour (left)
and isoFLOP slices (right). For each isoFLOP slice, we include a corresponding dashed line in the left
plot. In the left plot, we show the efficient frontier in blue, which is a line in log-log space. Specifically,
the curve goes through each iso-loss contour at the point with the fewest FLOPs. We project the
optimal model size given the Gopher FLOP budget to be 40B parameters.
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Overtraining

Chinchilla aims to tell you what gives the best model for fixed training compute..
But most of the compute in areal deployment is inference.. So we should ‘over’ train

* GPT3-2tokens/param

* Chinchilla - 20 tokens / param
 LLaMAG65B - 22 tokens / param

 Llama 2 70B - 29 tokens / param
 Mistral 7B - 110 tokens / param
« Llama370B -215tokens/param

The more usage we expect, the more it becomes worth it to pay the upfront cost



Intro to Pre-training and Prompting

Data Scaling Laws Putting it together:
Model Scaling Laws DCLM and OLMO 3

Chinchilla: Data x Model

Putting it together

Slide credit: Tatsu Hashimoto
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DataComp Language Modeling

DataComp-LM: In search of the next generation of
training sets for language models

Jeffrey Li*!* Alex Fang*!'* Georgios Smyrnis** Maor Ivgi*’

Matt Jordan® Samir Gadre’°® Hritik Bansal® Etash Guha'''® Sedrick Keh® Kushal Arora’
Saurabh Garg'® Rui Xin! Niklas Muennighoff°* Reinhard Heckel'* Jean Mercat’
Mayee Chen’ Suchin Gururangan' Mitchell Wortsman® Alon Albalak'”?" Yonatan Bitton'*
Marianna Nezhurina”' Amro Abbas®®> Cheng-Yu Hsieh! Dhruba Ghosh' Josh Gardner'
Maciej Kilian'” Hanlin Zhang'® Rulin Shao' Sarah Pratt! Sunny Sanyal* Gabriel Ilharco’
Giannis Daras* Kalyani Marathe! Aaron Gokaslan'® Jieyu Zhang' Khyathi Chandu'!
Thao Nguyen' Igor Vasiljevic’ Sham Kakade'® Shuran Song®” Sujay Sanghavi*
Fartash Faghri’ Sewoong Oh' Luke Zettlemoyer' Kyle Lo'' Alaaeldin El-Nouby~
Hadi Pouransari’ Alexander Toshev’ Stephanie Wang' Dirk Groeneveld'' Luca Soldaini'
Pang Wei Koh' Jenia Jitsev’''" Thomas Kollar® Alexandros G. Dimakis* %!

Yair Carmon® Achal Dave'® Ludwig Schmidt™ 7 Vaishaal Shankar?

1

L University of Washington, 2Apple, “Toyota Research Institute, “UT Austin,
°Tel Aviv University, °Columbia University, ‘Stanford, SUCLA, °JSC, "LAION, ' AI2,
12TUM, 1°CMU, *Hebrew University, 1°SambaNova, °Cornell, 1"USC, '®Harvard,
19UCSB, 2’SynthLabs, “! Bespokelabs.Al, “*Contextual Al, **DatologyAl



DataComp Language Modeling

Followed on earlier “DataComp” projects for language modeling

Fixed dataset to allow for testing of algorithms with data held constant

Model Train

Scale parameters Train tokens Train FLOPs H100 hours Pool si1ze
400M-1x 412M 8.2B 2.0e19 26 469B
1B-1x 1.4B 28.8B 2.4e20 240 1.64T
3B-1x 2.8B 55.9B 9.4e20 740 3.18T
7B-1x 6.9B 138B 5.7e21 3,700 7.85T
7TB-2x 6.9B 2’76B 1.1e22 7,300 15.7T

..but what people ended up using was actually just the dataset they made

47 1x = number of repeats of the dataset



Predictability

Evals at small scale predict scores at higher scale (positive correlation)
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Data Filtering

Figure 4: Construction of DCLM-BASELINE from DCLM-
POOL. Betore this pipeline, we extracted DCLM-Pool from
Common Crawl with resiliparse. Percentages are based on
the total number of original documents.
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Data Filtering
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Olmo 3

Olmo Team™
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OLMo 3

Along with DCLM, one of the few “fully open” language models: open
weights, open data, ability to reproduce given the compute.

(Note: Llama/Qwen/etc. lack open data.)

Several models; we will cover what all this means more with post-training:

Olmo 3 Base
: - Long
mga Midtraining pag ’
@ Web t eXt web text & synthetic
@ i code @ science PDFs
) cooe X math @ web text
| % soning 5] cod

Olmo 3 Think

o Think Think
Bd & DPO QD RLVR

) Instruct Instruct
B & DPO © ALVR Olmo 3 Instruct

Olmo 3 RL-Zero

RL-Zero
9

RLVR
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OLMo 3
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Figure 3 Learning rate schedule and loss for Olmo 3 Base 7B. The first half of the learning rate schedule is a cosine
schedule over 5T tokens. We stretch the second half of the schedule to reach a target length of one epoch (5.93T
tokens). Warm-up is 2000 steps, the peak learning rate is 3 X 10_4, and the final learning rate is 10% of the peak LR.

Loss decreases very regularly here.



Administrative details and recap
Hyperparameter Optimization
Scaling Law History

Data Scaling Laws

Model Scaling Laws

Chinchilla: Data x Model

Putting it together
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